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Executive Summary

Task 4.4 — RFID Trusted Networks aims to overcome the current barriers to the deployment
of secure RFID applications. Security services are fundamental to the success of new RFID
applications and in particular to the sharing of supply chain information among different
parties in the supply chain.

Within this task the objective is to design and develop a secure RFID reader that provides
trusted operation and that is compatible with the EPC Gen 2 standard. The reader is the first
device connected to an organization’s internal network and forms a key security barrier. The
reader is essential to the operation of tag security schemes such as the one developed in
task 4.2 and 4.3. It provides a mechanism to avoid recourse to a centralized key server for
every tag read. It also provides a control for the information that is injected into RFID
applications (e.g. supply chain).

The questions that Task 4.4 is trying to answer is ‘how can we allow trusted RFID
applications to be installed in the reader?’. And ‘how can we validate these applications
through an automatic auditing process?’. We attempt to provide a workable practical solution
through the use of trusted computing. In particular, we look at the problem where the RFID
operator is not the owner of RFID applications or the data owner. In this case we look for
solutions that enable the operator to determine access control policies for the service but
leave the user in control of which component to install and use.

Our design splits the management of the RFID reader architecture into three roles:
manufacturer, operator and users. The manufacturer is the vendor of the base Trusted RFID
Reader. The manufacturer provides a module with the basic operation of the reader, allowing
the installation of functions by the reader operator, and service instantiation by the reader
users. The reader operator is typically the owner of the RFID reader. In our design the reader
operator is solely responsible for the installation of new functions onto the reader. Users of
the Trusted RFID Reader are granted permissions to use these functions by the reader
operator. These permissions allow the user to select functional components to compose into
individual, instantiated services.

In Part | of this report we discuss the motivation and concrete requirements for a Trusted
RFID Reader. Part 1l then focuses on the detailed design of the RFID Trusted Reader (and,
in associated Appendices, evaluations of the original form of a Trusted RFID Reader, and the
different technologies that we hoped to exploit in building an improved form of Trusted
Reader). Part 1l of this report then focuses on the implementation of this design into a real
RFID Reader. CAEN has developed a specific hardware board to support the security
requirements required by the different software modules. The BT team, together with other
T4.4 partners, has focused its effort on the architecture design and the software modules.

This report represents the work within the first 18 months of T4.4 within the BRIDGE project.
In the second stage of the project the technical work will shift from the design and evaluation
task to the implementation of a real prototype.
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1 Partl| - Overview

In Part | of this report we present the motivation and scope of the work conducted within
Task 4.4 — An RFID Trusted Network.

The objective of the task is to design and develop a secure RFID reader that provides trusted
operation and that is compatible with the EPC Gen 2 standard. The reader is the first device
connected to an organization’s internal network and forms a key security barrier. It is also an
essential element in many of the tag security schemes proposed in task 4.2, and academic
literature, that operate in a scalable manner without recourse to a centralized key server for
every tag read.

The primary goal of this report is to describe the new design and early implementation of an
RFID Trusted reader, including some details about software function and building secure
functions. In this section we discuss mainly the motivation behind our work and the research
contribution this work makes, while in Part Il we focus on the technology design and
evaluation of the different technology that we could exploit to build such components. Part 111
describes the preliminary implementation of this design onto a real RFID Reader platform.

1.1 The Rationale for Trusted RFID Readers

Radio Frequency ldentification (RFID) tags and standard information architectures (e.g.
EPCglobal) represent the future of collaborative supply chains. The full benefits of visibility
across open loop supply chains will only be realised if there is trust among all the
participants. This will allow each participant to share the maximum amount of information
with partners while maintaining confidentiality and consumer privacy.

As RFID tags are used in more open environments, and transferred along dynamic supply
chains, then the requirement for integrity of data and processes increases. Introducing false
data into the supply chain applications can subvert processes and can cause massive
financial loss.

There is a rising interest around RFID security. Examples of areas requiring collaborative
RFID systems are “secure track and trace” for the pharmaceutical sector and “product
authentication” to prevent counterfeit luxury goods and to validate the authenticity of after-
sales components needed to maintain a product's warranty. One major challenge is
preventing false information entering into the supply chain from a supply chain partner.
Another problem that has captured the attention of media and politicians is the privacy of
tags attached to consumer goods. The problem is that RFID can enable the tracking of items
and people without notification or consent. Confidentiality is not just a consumer problem.
End-to-end supply chain visibility can be a very attractive proposition, but in practice supply
chain partners will wish to manage the exposure of information to reduce the threat of
competitive business intelligence.

We propose a variant on the current RFID reader called a Trusted RFID Reader. The
concept is to allow secure modules to be installed in the reader to control the capture and
disclosure of RFID information. Molnar, Soppera and Wagner [1] introduced the concept of a
“Trusted RFID Reader” as a mechanism to mitigate consumer privacy concerns. The work in
this report extends the concept to more generic RFID applications by supporting multi-party
managed services.

A Trusted RFID Reader can allow applications and control policies to be installed and to
operate securely on the reader. Operators can use remote attestation to confirm that the
reader is operating as expected and that their service has not been corrupted. For example,
in a secure track and trace scenario, the reader can authenticate a secure tag with a shared
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secret or by verifying the tag manufacturer’'s tag ID. This can be performed locally without
exposing the tag secrets to other parties. With a Trusted Reader, the goal is to enable the
operation of assured processes over a shared infrastructure. This is achieved through the
installation of multi-party services onto the Trusted RFID Reader.

In this deliverable, we outline our motivation for this work. We explain how our early design
can meet the requirements for a Trusted RFID Reader and summarise the operations
involved in installing and operating services on the reader. We detail some of the security
functions that we expect to be installed on such readers, and go on to explain how these
secure functions can be used to construct multi-user services. We will then describe the
design of a Trusted Reader [2] using a Trusted Computing Platform (TCP) framework, and
discuss the evolution of this work into a commercial RFID Reader. Finally we will discuss
secure applications and scenarios where the Trusted Reader features can be exploited.

1.2 Motivation for Trusted RFID Components

The motivation of the security work within the RFID Trusted Network task of BRIDGE is
twofold. Firstly, to overcome barriers to the sharing of RFID among multiple parties: the
benefits of sharing information must be balanced by each party against the costs and risks of
doing so. Secondly, to provide a mechanism to enable security solutions at the tag level, the
objective is to provide granular access control on collection of RFID tag data.

Supply chain management research is shifting its focus towards inter-organization
applications. Through the sharing of supply chain data across organizations we can improve
process efficiency and reduce operational costs. Applications include the optimization of
stock levels through end-to-end visibility along the supply chain. More innovative applications
include safety chain applications where an organization can monitor product life-cycle
information and make decisions on product authenticity and validation. In order to enable
these collaborative applications, participants must be willing to share supply chain data. The
ability to share supply chain information is normally addressed by industry standards such as
EDI, GDSN, EPCglobal and ERP standards for intra-organization application. However, while
it seems clear that there is a value associated with supply chain information sharing, the risks
associated with disclosure of this information have not been measured. Supply chain
participants want to have guarantees that information is only accessible by genuine parties
and that integrity of data is maintained while information is shared across different supply
chain boundaries. In this task we are particular interested in technical elements of a security
solution that provide mechanisms to control the collection of the information and integrity of
the resources and the data.

We now focus on the motivations for implementing a Trusted RFID Reader. A reader is the
gateway between the ‘physical world’ and the ‘information world’ (such as the EPCglobal
network). It is a common assumption that RFID tags have computational limitations and that
tags without security will be widely deployed due to their low cost. For this reason, a secure
reader must be able to support future emerging secure tags, along with providing an initial
point of security for tags that have little security capability.

The following points discuss the further motivations for a secure open-service RFID reader:

Identification vs. Authentication. A barcode commonly identifies the type of product to
which it is attached. RFID allows this identification to be performed without line-of-sight
and provides an extended architecture to support serial level data. Unfortunately
identification does not provide authentication. An attacker can simply copy the code from
a tag and apply it to another (potentially counterfeit) product. Future uses of RFID will
require a combination of e-pedigree and anti-cloning measures on the tag, label or
product to ensure authenticity. Such functions require support in the reader to ensure
authentication checks are not corrupted.
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Open-Loop Systems. Today the EPCglobal network does not fully exist. Most
applications are vertically integrated and RFID infrastructures are scarce and fragmented.
Nevertheless, specific applications sectors such as the pharmaceutical industry are
pushing for global solutions for combating counterfeiting and preventing ‘grey market’
distribution. Readers will not always be operated by fully trusted partners, or those with
good internal IT security. The reader should offer an environment where parties can
install application functionality and check the operation of their services and business
processes.

Privacy and Confidentiality.  We have already mentioned the media interest in privacy
issues for consumer applications. Increasing supply chain visibility will also create a
requirement to limit the exposure of tag data. Security on the reader can enable a
voluntary mechanism to provide privacy protection for inexpensive passive tags.
Organisations can operate their readers in accordance to strict policies. At the same time
external agencies can operate auditing processes on the reader, with the needs of both
parties protected by the Trusted RFID Reader. A secure reader can also ensure that
information is not passed between multiple organisations requiring information from the
same reader.

Supply Chain Data Integrity.  Process disruption and more specifically threats of false
information injection can be considered major concerns in open loop systems. Closed
loop systems are less affected due to their scale and the levels of trust between
participants. Attacks on the reader could result in the modification of RFID read event
data. Genuine reads may be blocked or modified, and false read events introduced.
Another spoofing attack would be impersonating the reader. A secure reader should
prevent such attacks by securing the operation of the reader and authenticating the
identity of the reader.

Key Management. Future applications will require tags with cryptographic measures and
anti-cloning features. These tags use secret keys to control access and to perform
encryption and authentication. The distribution of these secret keys will pose major
problems in terms of security and key management. Using a back-end system to perform
all tag security functions is not scalable, yet the reader operator may not be trusted to
perform these operations or securely store the tag secrets. Furthermore readers may
have to operate on tags with different security capabilities. This means that we need a
reader with flexible support for security features.

This task focuses on building a reader that allows multiple parties to protect their interests in
the RFID applications. Such parties may be the consumer, government agencies, the reader
operator or applications of the RFID data. We believe that a Trusted RFID Reader that allows
the secure operation of services from multiple parties is a key building block in a global RFID
architecture.
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1.3 RFID Trusted Reader: Requirements

In this section we discuss the requirements for an RFID Trusted Reader that protects the
interests of multiple parties. The research challenges and formal list of requirements have
been extracted from the questionnaire and interviews conducted within task 4.1. This
includes both the confidentiality of data, and of the integrity of processes. We show how
these requirements can be met through the use of a layered open service architecture using
a Trusted Computing Module, and illustrate the key operations involved in installing and
operating secure services.

A Trusted RFID Reader must provide a platform for local application execution that protects
both the confidentiality and integrity of business processes. This includes data transferred
between the reader and RFID tags, along with data communicated with RFID middleware
and business applications. Such local applications running on the reader may be owned by
parties that do not have complete trust in the owner or operator of the reader. The Trusted
RFID Reader should therefore provide a platform that securely separates the users of the
reader from the reader operator, and provides confidence to the users that the application
services are operating correctly and not leaking information to the reader operator. In
addition different parties may operate multiple application services on the same reader. A
user of the Trusted RFID Reader should be invisible to another user. Furthermore it should
not be possible for a user to disrupt the application services of a second user.

If secure RFID tags are used, for example with access control for reading or writing tag data,
the Trusted RFID Reader should provide a platform to assist these operations. This means
that the Trusted Reader should be capable of securely storing secrets that allow the reader
to mutually authenticate with the tag before exchanging data. In addition the reader may
store other sensitive business data that is used during the operation of the local application
services. All such data should be owned by the user’s local application and maintained
separately from other users or the reader operator.

In communication with external applications the reader should be able to provide an
authenticated identity to prevent impersonation of the reader. This allows applications to
securely determine the source of communications received from the reader. This includes
the origin of RFID tag read events, other communications from the local reader applications,
and management communications from the reader platform.

From these requirements we are able to define a set of capabilities that the Trusted RFID
Reader must implement:

Enforcement. The Trusted RFID Reader needs to enforce the actions that an operator or
user is able to perform. Underlying this are the actions of the individual software
components of the system. Such components should be identified before being allowed
access to system resources. For example the platform should not allow the execution of
newly introduced or modified components. This can be achieved by validating system
state against a previously known trusted state. This is implemented throughout the
different layers of the reader to create a “chain of trust”. For example the boot loader will
verify the Operating System before allowing it to load.

Attestation. The operator and users of the Trusted RFID Reader should have a means
to communicate with the reader to check the current operating state. Attestation is the
process of reliable integrity reporting to local or remote entities can be used to (remotely)
verify the state of the platform.
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Secure Storage. The Trusted RFID Reader must provide secure storage capabilities
available to the application services. Information stored using this capability should not be
available to other users, the reader operator, or attackers who have compromised the
reader. Only the correct application should be able to retrieve the keys to unlock data,
and only if the overall system has not been compromised (matches the known secure
state).

Identity. The reader should have a unique secret key that can be used to identify the
reader. Application services may also present unique identification credentials, in which
case these should be protected by the secure storage.

Open_Services Platform.  The reader should support the rapid deployment and
management of services composed from reusable functions. We require service life-cycle
management: services need to be installed, started, stopped, updated and uninstalled.
Services may be stand-alone or rely existing services. Different components in the
service platform need to be able to authenticate each other to prevent impersonation and
need support from the service environment to check the state of the deployed service.
The service platform furthermore needs to be able to manage resource rights for service
components, to control access between services and to other resources such as the file
system. The service environment must maintain separation between services to protect a
well-behaved service from rogue peers.

1.4 Research Contribution

The motivation of this work is to overcome barriers to the deployment of security
mechanisms in RFID applications. Our research focus is restricted to the design of service
functionalities for a reader to support these security mechanisms. The reader interface with
the tags such as UHF Classl EPC Gen2'/ISO 18000-6¢c and the interface with the
application level events (ALE) such as the Low-level Reader Protocol (LLRP)? are
considered outside the scope of our research. Choices concerning these interfaces have
been made in accordance with ISO and EPCglobal standards. Our objective is to be
compatible with the current standards while we focus our research on service functionalities
to support the security requirements described above.

In order to realize the Trusted RFID Reader architecture, our research focuses on a set of
open technologies. Many of the security technologies within the framework that we propose
are well understood. For example, the layers of the architecture all build on the capabilities of
a Trusted Platform Module (TPM). The TPM is critical to establishing a chain of trust from the
reader hardware. This prevents the subversion of the application services through attacks at
a lower layer. The TPM provides a unique identifier for the reader hardware, along with
encryption and secure storage functions that are used to record and test the state of the
layers above the TPM. Some aspects of the technology are less proven and developed, such
as the role of TPM for remote accountability. In this case our role is to test the technology
and report on potential issues and drawbacks.

A major contribution of our research described in Part Il of this report, is about the creation of
a chain of trust through to the application services on the Trusted Reader and beyond to
external applications. The Operating System should support attestation of applications, but
should also provide enforcement. The OS enforcement is used to restrict the applications
allowed on the reader to a known set. This known set includes the base RFID reader
capability, along with the open service environment. Any additional user application services

! http://iwww.epcglobalinc.org/standardetp://www.epcglobalinc.org/standards/epcis

2 http://www.epcglobalinc.org
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must be executed within the service environment rather than directly above the Operating
System. For the service framework we selected the Java-based Open Services Gateway
initiative (OSGi) [3] framework. OSGi offers a resource friendly way to (re-)use collaborative
service components in the form of bundles, including a security model based on Java2
Security [4] that allows role-based authentication and access control. Service components
can be registered into a Service Registry, and service component life-cycle activity is
monitored by a Service Logger. We also introduce an Attestation Service, which provides an
interface to (remotely) verify the state compliance of the platform.

Part of our research focuses on the review and selection of appropriate software components
to match the security requirements. In particular we have placed deliberately strong
requirements in the ability to control service components in the form of bundles and the need
to guarantee separation among these services. Expressiveness of access control languages
and consideration over the manageability of a complex service environment create additional
constraints to the properties of our implementation.

The reader should note that the material presented, even if supported by proof of concept
prototypes, is work in progress. However, the design description should not be taken as a
final design that is fit for our final implementation. The final implementation will be delivered
on a real RFID reader and computing and memory constraints will play an important role in
our final design.
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2 Partll — The Trusted RFID Reader: Architecture &
Design

2.1 Background Technology Evaluations

It should be clear from the Introduction that our new design for a trusted RFID Reader is
seeking to extend our original concept for such a reader by adding flexible service
management capabilities. Whilst this section concentrates on describing the revised, new
design — the informative background material on both the original reader design and potential
(existing) service management frameworks that we might utilise are described in the
Appendices.

2.2 Architectural Overview

The following sections provide a detailed description of the design for a Trusted RFID
Reader. In this overview section, we present a high-level description of that design that
serves as an introduction the concepts described in further detail later.

The design is primarily motivated by the identification of three key roles associated with the
design and operational usage of the Trusted RFID Reader. These roles are:

Manufacturer . The Manufacturer is the vendor of the Trusted RFID Reader, and
comes complete with pre-installed Service Environment that the reader operator can
use to manage individual end-user services that may also run on the reader itself.
The Manufacturer is not expected to ship the reader with any actual (end-user)
services although some Manufacturers may include these to add value. The
Manufacturer must include the Reader module and (OSGi-based) Service
environment, along with some additional (configurable) security modules. These
components provide the basic operation of the reader, and allow the installation of
functions by the reader Operator, and service instantiation by the reader Users.

Operator . The reader Operator is typically the owner of the RFID reader. In our
design the reader Operator is the party responsible for the installation of new
functions (end user services) onto the reader, and the configuration of user access
rights. The Operator has the ability to perform attestation of the base reader operation
and audit the installed service components.

Users. Users of the Trusted RFID Reader can deploy their own, or third party
services onto the reader. These services can be either provided by User or the
Operator themselves. The Users are granted permissions for different services
installed on the reader by the Operator. These permissions allow the User to select
functional components to compose into instantiated services. In addition the User
gains default rights to perform attestation of the reader, and check the operation of
their own services. Where services rely upon other services, Users may wish to grant
rights to other Users to check their operation. Users may build services from functions
that include interfaces for other parties. The implementation of access control of such
interfaces (such as an audit interface) is left to the installed function and does not
relate to the roles, identities or access controls of the Trusted RFID Reader.

Notice that the Operator themselves need not actually install any software onto the Reader
themselves — it is not part of their role to do so. Operators merely configure the software
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already provided (by the Manufacturer), and for convenience / value-add to their users, they
can choose to deploy commonly-used services in exactly the same way as any other User.
This is very analogous to the way in which a system administrator will often create a user
account in order to make normal use of the system themselves.

The high-level architecture depicted in Figure 1 shows the functional building blocks of the
trusted reader. We choose to classify the software into three prime areas (two of which are
created/installed by the Manufacturer, and one of which is installed by Users). The three
prime areas of the software are:

Manufacturer’'s Core : comprising the Trusted Computing platform and RFID Reader
Logic. In detail, this includes the TPM, BIOS, Boot Loader, Secure OS and RFID
Reader Logic.

The Manufacturer’s core provides the core underlying (trusted) OS, together with the
primary RFID reading software logic. central module of the reader.

Service Environment : specified and installed by the Manufacturer, but configured
and used by the Operator in order manage the User’s Services

The Service Environment consists of the Core OSGi Framework, together with a few
additional components that maintain the trusted integrity of the whole system. These
additional components are the Service Registry, Service Logger, Attestation Service,
User Management Logic, and Service Management Logic. The latter two of these
components (which are all themselves implemented as service bundles) are directly
configured by the Operator in order to use the Trusted reader in the manner they wish
(or rather, they allow the Operator to constrain the Reader to operate in the ways they
allow it to be used).

User-specified Services: These are the services specified and requested by
individual end-users, and that actually provide the value-add to the RFID Reader.
Some good examples of the types of services users may want to specify are
described later in the document.

Note that both the Manufacturer's Core and Service Environment are assumed to be long-
lived and common between many Trusted RFID Readers. We assume that any upgrade to
such components should be performed only with the permission of the reader manufacturer,
and that both the reader operator and users of the reader trust the manufacturer to install
well-behaved components. The upgrade of these components requires the resetting of the
known secure state for each of these components, and this ability should be tightly
controlled.

The Service Environment offers a friendly (strongly OSGi-based) way to install and run
collaborative service components in the form of bundles and using mechanisms to control
authentication and access control.

To add new functionality to the Reader an operator installs and registers the new service
components in the (trusted) Service Registry. The (authenticated) Operator performs this
function as part of their management responsibilities in operating the reader.

The Operator also defines user roles in the service registry, along with access control rights
for individual service components. This allows Users to use particular service components,
while preventing other users from using it. [Any User that has access to a particular service
component (installed into the registry) then has the ability to instantiate such a component
and use it as part of their service. At instantiation time, the integrity (digital fingerprint) of the
component is verified against a known secure state and the Service Logger records the
result of the deployment (attempted instantiation) activity.

Notice that the users and operator can verify the correct working of the trusted environment
by means of attestation of the enforced software state using components in the Service
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Environment. Although each layer may apply enforcement during the execution of
components in the next layer, attestation is required for external parties to check the
compliance of the Trusted RFID Reader. For example, a user of the reader will require
attestation of the reader before trusting it to instantiate a user service correctly. Therefore the
attestation can be considered to be performed in two parts. The first part is the attestation of
the fixed functionality of the Reader (both Manufacturer’s Core, and Service Environment).
The second part of the attestation checks the state of the service components deployed

within user’s service.

Figure 1: Architectural Design Overview

2.3 Detailed Design of a Trusted RFID Reader

In this view, we divide the design of the Trusted RFID Reader architecture into three logical
parts, mapping the afore-mentioned roles onto the architecture. In Figure 2, the design of the
architecture is depicted. In the following sub-sections, we will discuss the working in detail.
For clarity, some aspects the Architectural description are repeated in the following Design-
level description of the Trusted RFID Reader.
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Fig. 2: Design Overview

2.3.1 Manufacturer’'s Implementation Responsibilite s

As described previously in the Architecture, the Manufacturer is responsible for implementing
both the Manufacturer’s Core, and the Service Environment. Each of these is specified in
more detail in the sections below.

2.3.1.1Manufacturer’s Core

In this part we define all the logic that should be set by the Manufacturer to guarantee the
secure operation of the RFID reader. The logic is assumed to have a certain level of
persistency. This means that once created and installed by the Manufacturer role, the
software code in this logical layer should not be altered, and mechanisms should be in place
to assure this. Such enforcement enables us to trust the configuration. Mechanisms to
provide reader integrity and tag-reading privacy will be set in this logical layer. The
Manufacturer logic should not be altered after the RFID reader is sold by its Manufacturer. It
instead provides an API to the User logic to attest the platform and to manage certain service
component functionality. By doing this we give the User of our RFID reader freedom in
deployment while at the same time a desired level of integrity and privacy can be assured.

The Manufacturer logic is responsible for the creation of a Chain of Trust and providing an
interface with the RFID reader hardware. It provides an interface for remote attestation, and
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allows access to the protected storage for entities that possess the right encryption keys,
providing the system is in a trusted state. It also contains the core service platform
functionality and three important service components: the Service Registry, Service Logger
and the Attestation Service. These service components are not allowed to be modified,
neither by a user nor by an operator. The data on registered services, service logs and
attestation information is stored on a local file system and protected by protected storage
capabilities. By enforcing this, we can guarantee the intended working of these components.
This implies that the data that these components generate is allowed to change, but in a
controlled way: the logic that generates changes is enforced to be unchangeable.

Establishing the Chain of Trust

In the Manufacturer logic we have all the functionality to build a Chain of Trust from outside
the Trusted Computing device upon application level. This Chain of Trust starts at boot of the
system, and ends within the components in the Manufacturer logic. This allows verifying the
integrity of the system up until this level. Before the platform will become operational, the
Manufacturer role determines a compliant state by performing measurements on a platform
known to be in this trusted state. Such a state can for example be when the reader is put
together in the factory where it was created and a fresh software image is installed. Before
executing the next step in the chain, the integrity of this next step is measured. By doing this,
it is guaranteed that the next step in the chain is only reached if the measurements are
successfully matched against the trusted state. The results of measurements are checked
against a trusted state stored in a Trusted Computing hardware device.

The measurements done in this design are:

Trusted Computing hardware. Check if the hardware has the right identity information.
This hardware is supposed to be designed in such a way that it is unfeasible to
modify or replace it. The Chain of Trust originates here.

BIOS. Check if the BIOS is not altered.

Boot loader. Check if the boot loader is not altered.

Kernel. Check if the operating system kernel is not altered.

Applications. Check if particular predetermined applications are not altered.

The core applications that are not supposed to be altered, as defined in the last step, are in
our design:

Reader libraries, which provide mechanisms to get RFID tag information from the
reader.

Service Registry, which consists of the logic to take measurements of the service
components in the framework, plus logic to manage User roles.

Service Logger, which provides logic to monitor and log activity in the framework.
Attestation Service, which provides the interface for remote attestation.

These core applications will be deployed as special services in the OSGi framework.

Reader Libraries

As mentioned before, the Manufacturer logic is responsible for interfacing with the RFID
radio interface. The Manufacturer logic provides the role of a pass-through window to the
Operator logic. We do not want any user or operator to be able to change this interface,
since it will allow for RFID tag-identifier falsification or hiding. For an embedded system it is
acceptable to incorporate core functionality in the embedded kernel. In our case the RFID
radio interface is not integrated in the host platform. We use a host platform with an
integrated Trusted Computing hardware device that is connected to an external RFID reader.
However, we see the system as an integrated unit. This is because an integrated reader with
Trusted Computing capabilities is not available at the moment of designing the architecture,
but it is very likely the necessary hardware components will be available in the near future.
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2.3.1.2Service Environment

Three sub-components are specified in this section: the Service Registry, Service Logic, and
Attestation Service.

Service Registry

We also define a Service Registry, which manages all services identified by an operator on
behalf of the reader users. This part handles all the service component instantiation requests
by users. Before a particular service can be deployed, an operator needs to register this
service component in the framework. The Service Registry performs two important
functions:

Role Based Access Control. To manage different platform users and control the
access rights each of these users has on particular service components, the Service
Registry keeps a record of legitimate users and provides role based access control
mechanisms.

Integrity management. To prohibit service component modification and replacement
by malicious service components pretending to be the original, the Service Registry
logic takes measurements for service components delivered on behalf of an operator,
including the electronic fingerprint of the component, its identifying name and the
user(s) that is (are) supposed to deploy the component. Before the service can even
be deployed, the operator must do an initial instantiation. He/she audits the service
component and instantiates the service in the Service Registry by taking the
fingerprint and defining the user role permissions. This information is securely stored
in the file system. After this process, the service is registered and available for user
deployment. Every time a user deploys a service, a check is done by taking the
fingerprint again and matching this current fingerprint against the securely stored one.
Only if a successful match results, the user can deploy the service component in
guestion.

The Service Registry data will be securely stored on the local file system of the platform. We
use the capabilities of the Trusted Computing device to do this. The Service Registry
contains a Public/Private key pair for signing purposes, which is only available to the Service
Registry logic. Furthermore, in the Trusted Computing device, a key is stored that provides
access to a signed hash in the filesystem. This SHA-1 hash is initially taken by the
Manufacturer on the Service Registry data file. A Private Key in the Trusted Computing
hardware is used to do the signing operation. Every time the data needs to be modified by
the Service Registry, the following procedure is invoked before the actual file update can be
done:

1. The Service Registry takes a SHA-1 hash of the Service Registry data file to be
updated.

2. The existing securely stored signed hash is decrypted, and the resulting plaintext
hash is compared to the current hash previously mentioned.

3. If there is a match, the file has not been changed and can be updated.

4. Now, a new hash is taken from the updated file.

5. This hash is signed with the Private key of the Service Registry and stored in the
Trusted Computing Device.

6. The procedure repeats.

Since the Service Registry is the only entity in possession of the key pair, and since the
Service Registry itself cannot be modified without alarming the Trusted Computing device,
we can assume the updates can and should only be done by the Service Registry. However,
the actual data file can be modified (although only by the Service Registry logic, since this is
the only software component that has the appropriate key). Because of this non-persistency,
we place this Service Registry data file in the Operator logic.



BRIDGE - Building Radio frequency IDentification solutions for the Global Environment

Service Logger

Service users should be able to audit the platform with the service framework running on it, in
order to see if the service activity is legitimate and according to the operator defined user
roles. We want to be able to see what happens in the service registry, and are therefore
interested in the following information, which is incorporated in the design:

The service components currently deployed. We want to be able to get information on
things like which service is installed, which one started, etc. This life-cycle information
should be readily available.

The role that a particular service is currently using. This should be logged to check
user policy compliance.

Timestamps. We want to know at what time a particular service lifecycle action was
performed.

All components can be identified by a unique name. Since the Service Registry checks which
components are deployed and only allows legitimate service components into the platform,
we do not have to log the fingerprint of the services. We do want to log failed attempts of
services trying to deploy.

The service logger should store its data on the local file system of the RFID reader platform.
This storage will be, as with the Service Registry data, protected by Trusted Computing
device functionality. The procedure is the same as with the Service Registry, with the
difference that the Service Logger will be accessing a different file, the Service Logger data
file, and has a different key pair. Since the Service Logger is the only entity that has the
Private key, it is the only entity that can change the service log file. As with the Service
Registry data, the Service Logger data is non-persistent, and will be updated on behalf of the
Operator role. Therefore, the Service Logger data is placed in the Operator logic.

Attestation Service

The service framework provides an interface by which Trusted Computing operations can be
exercised, to allow application level software to do remote attestation. We do not want
somebody that buys this reader to be able to tamper with it, at least we do not want to let this
happen without being notified.

The attestation component should be able to attest the platform, including all persistent logic:
everything up until the application layer and the above mentioned application level service
components. The Attestation Service Logic is also included.

The Manufacturer logic provides an interface for service components to do attestation
requests in the form of quote commands to attest the platform state. We define the
attestation that enables another party to verify the integrity compliance of the reader, by
means of an Attestation Service. The interface provides for service quotes with an
attestation request. By sending a randomly generated nonce encrypted with a Public key
from the Attestation Service component in the Manufacturer logic, they perform a request.
The attestation logic will get the current platform measurements from the Trusted Computing
device and will calculate a composite hash of these values. This hash and the nonce
received will be encrypted with the private signing key that resides on the Trusted Computing
device. A user requesting the attestation is now able to decrypt the response with the public
part of the signing key. It can match the nonce to see if the response is indeed on an
authentic quote request from this user, and evaluate the hash to a composite hash of the
compliant platform state, which is assumed to be known to the user in advance.

2.3.2 Operator’s Configuration Responsibilities
[i.e. Using the Service Environment]
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This part comprises logic where no guarantee is assumed on the trustworthiness of the party
that operates it.

Because we want to provide a certain degree of flexibility to the service users (for example
what services they can run, and if these services should work against predefined policies),
we have an Operator on behalf of whom the User can configure the system with services as
this user wishes. Because of the fact that we provide an attestation and a service log auditing
interface in the Manufacturer code, users can attest the integrity and audit the privacy policy
compliance of the service components running on the platform.

The Operator is provided with the Service Environment in order to administer the service
component life-cycle, which means, defining the users that are allowed to deploy
components, and defining these components. Different service components can be installed,
started, stopped and uninstalled.

These service components register themselves within the Service Registry in the Service
Environment. We define the Service Registry data and Service Logger data in this level,
since they are non-persistent. Still, they can only be modified by the Service Registry logic
and Service Logger logic, respectively. This is due to the fact that only these two services
have the appropriate password to get the specific keys from the protected storage in the
Trusted Computing device.

Before (end user) service components can be installed, run, etc., the Operator role first
needs to register a particular service component in the Service Registry. While doing this, a
hash is taken from the service component and is stored in the Service Registry.

If an end-user wants to use a service component, the component this user submits is first
verified against the predetermined hash in the Service Registry. Only if there is a match, the
service component can be deployed. At the same time, all service component activity is
logged into the Service Log. End-users can audit these logs to see if there have been
suspicious actions by service components. Since the integrity of the Service Registry and
Service Logger can be remotely attested, the end-user can verify the correct working of the
Service Registry and logging facilities.

To distinguish between different end-users, and impose access control on the actions they
are supposed to do, we use a role-based access control mechanism, based on OSGi
authentication and authorization mechanisms. An operator defines User roles, which consist
of a key and value attributes. The operator defines a name and a password credential for
authentication and access control purposes. Furthermore, key-value combinations are
defined consisting of service distinguishing names and an allow or deny attribute, to indicate
that a service user for whom the key-value pair is defined can or cannot use the particular
service.

Authentication in the framework is done based on the credentials that an end-user supplies.
With these credentials, an Authorization object can be established, which is matched against
the roles in the OSGi framework Service Registry. Every time an end-user invokes a service
(directly or indirectly via another service used), the access control rights are checked, and
access is only allowed if the user has the appropriate access control rights.

2.3.3 User Implementation Options
[i.e. Creating Customised, Secure Services onthe R eader]

This section briefly describes how different user services can be deployed and used in
combination with one another. As described in the previous section, the Operator ultimately
controls what services a particular user can deploy, but the User's themselves will be
responsible for selecting, specifying or even implementing those that they require.
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The OSGi functionality allows end-user services to use functionality of other services in the
framework by exposing service interfaces. Because the installed services behave according
to the operator defined user roles, it is impossible for a service user to use functionality for
which this user does not possess the appropriate access control rights. In Section 5.3 we
give some examples of services that can run in our design. End-user applications can make
use of these services, and these applications can exist outside the OSGi framework in which
case the communication can be established by means of techniques as sockets. The
applications can however, also exist inside the framework, in which case it is just a normal
OSGi bundle that provides a user interface. A developer for the Trusted RFID Reader
architecture can decide which of these two methodologies is preferred. An advantage of
running such applications inside the framework is that we can enforce security on them,
based on the hash check against the Service Registry. It is also easier to track application
behaviour, since the Service Logger functionality is used for the end-user application that
resides as a service in the framework.

Two application services that are part of our design are an attestor application, which allows
an end-user to perform remote attestation, and an audit service, to audit the service log.

Furthermore, an operator administrative application is defined that enables an operator to
manage user roles. A user can ask the operator for permission to install additional services.
This initial installation is done via the operator administrative application.

2.4 Example of Secure Service Components

Although potentially any service component can be installed onto the Trusted RFID Reader,
in this study we focus on services with strong security requirements, along with scalability
benefits from decentralizing functions to outlying readers. In this section we outline such
functions and discuss how the Trusted RFID Reader can meet the security needs of the
functions.

2.4.1 Privacy Filtering Function

The purpose of a privacy filtering function is to restrict the visibility of RFID read events. For
tags without security functions, the privacy filter on the Trusted RFID reader provides a
mechanism to build consumer trust without the cost and management burden of using
secure RFID tags. For secure tags the privacy filter may be operated after a function to
decode the tag to allow policies specific to the tag data [5].

Any privacy filter will implement a privacy policy. This policy will express which RFID tags are
visible to different applications. A simple policy held by the reader may state that tags that
implement and set a ‘privacy bit’ will not be read. The user of a privacy filtering function
needs to be sure that other service functions do not bypass the filter. To achieve this we
need to be able to audit that the reader operator has not permitted other functions to access
the reader interface function. They need to ensure that the logic of the privacy filter is not
corrupted, and that the privacy policies have not been tampered with. This can be met by a
secure service registry and secure storage functions available to the service components. In
addition we need to ensure that the privacy filter is not temporarily disabled. This requirement
can be fulfilled by trusted logging functions in the manufacturer core, along with an auditing
function that we will discuss next.

2.4.2 Policy Filter Audit Function

Instead of setting an access control policy, the external agency audits the policy
implemented by the application. The auditing agency must also audit the historical record of
policy changes, and thus such logging must be implemented by the filtering function. An
external auditor must perform several steps:
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Check that no application services (with access to the RFID event stream) that are
not included in the audit are (or have been) operating on the Trusted RFID Reader.
Attest that the application service is operating correctly including a filter function and
an auditing function.

Connect to the Filter Audit function to retrieve the current policy and historical change
log. The Audit function should also retrieve the uptime log of the Trusted RFID
Reader. During periods of downtime the reader may have been operating in breach of
the privacy policy.

Compare the current state of the reader against declared operating parameters and
take action in event of a policy breach.

2.4.3 Secure Tag Decryption/Authentication

The use of secure RFID tags without a Trusted RFID Reader presents a problem. Tags that
implement access control require a secret to read the tag. Since a normal insecure reader is
not trusted, the secret storage and decryption/authentication function must be performed by
a secure back-end system. This approach is expensive in terms of network resources and
reduces the maximum read rate of tags past the reader. Tags must be maintained within the
reader field while the decryption or authentication takes place.

The Trusted RFID Reader allows the implementation of a local decryption or authentication
function. A lightweight key server can download secrets to these functions with assurances
that the secrets will be stored securely. To support this we need to ensure that such
functions are not corrupted (since these could then leak secrets), and that secure storage
capabilities are available to the functions that use the secret keys. Such secure storage
should not be able to be opened if the service function, or any underlying layer that could
intercept such secrets, has been tampered with.

2.5 Preliminary Design Conclusions

Our design of a Trusted RFID Reader architecture shows that work on the Trusted
Computing based RFID reader and the OSGi SOA framework can be combined to provide a
security and integrity enforcing solution for multi-party services.

Such a reader can maintain the interests of multiple parties. Implementation of these
capabilities in the reader is critical for operations involving RFID tags, and other processes
where the cost of subversion is high and the confidence in business partners is low. We
believe there are many applications that may be operated on a trusted RFID Reader where
the service user does not have full confidence in the ability or motivations of the reader
operator.

The design proposed provides enforcement of operator and user actions, reader attestation
for reliable integrity reporting, protected storage of secrets like private encryption keys to
allow secure log files for Service Registry, Service Logger and Attestation Service. A reader
can be uniquely identified by means of Trusted Computing capabilities. Furthermore, the
OSGi framework functionality meets our requirements regarding life-cycle management,
service contracts, security and resource friendliness.

In the next section we discuss early implementation work. The objective of the final
implementation is to show how RFID services and applications can be deployed to deliver
information to multiple parties and in a variety of business scenarios.
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3 Part Il — Implementation Overview of a Trusted R FID
Reader

In Part | of this report we have presented the motivation and scope of the work conducted
within Task 4.4 — RFID Trusted Network. In part Il we have explained the design for the
Trusted RFID Reader Architecture based on Trusted Computing concepts and the OSGI
service framework.

In part lll, we provide an overview of the implementation of the Trusted RFID reader. Our
final objective is to design and develop a secure RFID reader that provides trusted operation
and that is compatible with the EPC Gen 2 standard. This device, combined with the secure
tag (WP4 Task-4.2/4.3) and the network security enhancement (WP4 Task-4.5), will be able
to provide an end-to-end trusted solution from the tag to the back-end systems. The WP4.4
partners have selected the CAEN RFID A948EU reader as a prototyping platform for the
development of the trusted reader (Figure 3.1).

This section provides a description of the initial implementation work on the Trusted RFID

reader. A more detailed description and a proof of concept prototype will be discussed in the
final deliverable of task 4.4.1.

3.1 CAEN RFID Reader Architecture
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Fig. 3.1: CAEN RFID A948EU UHF Reader architecture

The reader consists of the following three modules (Figure 3.1):

1. Radio-frequency module. The radio-frequency module is mainly composed of
analog components and it is in charge of generating the correct frequency and
modulations in order to energize and communicate with the RFID tags.

2. Protocol Modules. The protocols module is mainly implemented inside an FPGA
(Field Programmable Gate Array) and it is in charge of generating the correct bit
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streams and timings for the implementation of the air protocols like 1SO-180006B,
EPC Class 1 Generation 1, EPC Class1 Generation 2 and so on.

3. Control Module. The control module is implemented as an embedded SBC (Single
Board Computer) based upon an ARM9 microprocessor running the Linux operating
system. This module implements all the communication with the outside world (PC or
other devices) and some high-level features such as the tag filtering, the event
smoothing or the autonomous operation mode.

For the purpose of task 4.4, this architecture separation among the modules is very
important. Within our design we plan to make modifications only to the interested modules,
leaving the others unchanged. In particular, we expect to make most of the changes to the
control module as we described in Part Il. Fewer modifications could also be made to the
protocol to support the secure tag implementation described in WP-4 task 4.2.

The implementation work in task 4.4 has been organised in a step-by-step approach, passing
through various prototyping phases. The first step comprises the implementation of a
demonstrator of the trusted reader architecture using the A948EU as it is and connecting it to
a PC equipped with a TPM (Trusted Platform Module). In this prototype the reader was
simply a standard UHF RFID reader while the PC, combining the TPM together with a
software stack, gives to the demonstrator the characteristics of a trusted system.

The second step of the prototyping phase is to realize an integrated UHF RFID trusted
reader embedding the TPM and the software stack inside the reader itself. This phase was
divided further in two steps in order to make possible for partners to work concurrently on
different aspects of the project. As a basis for the development of a trusted reader, we
evaluated the possibility to integrate the software stack and the TPM inside the control
module of the A948EU reader.

Unfortunately, the CPU power and memory resources of the SBC used in the current reader
were not enough for this purpose and the SBC does not embed the TPM module at all. For
this reason it has been decided to move from the standard SBC implementation to a new
implementation with a more powerful CPU and memory and, thanks to the modular
architecture of the A948EU reader, to add the requested resources without the need to
redesign the entire device. A brief comparison of the capabilities of the two SBCs is shown in
Table 3.1.

Standard A948EU Enhanced Module
Module

CPU 180MHz Atmel 400MHz Intel Xscale
AT91RM9200 IXP465

RAM size 16Mbytes 128Mbytes

Flash memory |2+8Mbytes 32Mbytes

size

Operating Embedded Linux 2.4 Embedded Linux 2.6

System kernel kernel

Network 1 x 10/100 standard up to 6 10/100 enhanced
Ethernet core Ethernet cores

Table 3.1: Comparison of the Standard and Enhanced Reader Module

For the new implementation, it has been decided to move to a new microprocessor, the Intel
Xscale IXP465, that embed also some specialized co-processor for security; in particular, the
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micro-engines are able to speed-up the execution of cryptographic algorithms as SHA, RNG,
AES, DES and so on. We expect to fruitfully use these accelerators for the secure
communication between the reader and the secure tags and between the reader and the
secure network infrastructure and to install secure services on the reader module.

Regarding the memory size we need both more persistent memory (Flash) for the security
software stack installation and volatile memory (RAM) that is requested for the software
execution. It has to be taken in account that the implementation of the secure stack is based
upon the OSGi (Open Service Gateway initiative) framework, an environment based on the
Java language. For this reason we will need a JVM (Java Virtual Machine) running on the
SBC.

The new SBC is compatible both with the mechanical constraints and with the electrical
signal and connectors of the old one so that it can be mounted inside the reader without
major modification to the reader itself. The pre-production prototype of the new SBC (called
A1501) is shown in Figure 3.2.

Fig. 3.2: A1501-Enhanced SBC pre-production prototype.

Having this new SBC on our hands, we proceeded in providing a developing environment in
order to be able to port and install on to the SBC the trusted platform software stack. The
development environment is a user friendly cross compilation tool-chain based upon the
GCC (GNU C Compiler) and the Scratchbox framework (www.scratchbox.org). The
Scratchbox environment permits also emulation of the target processor on the host platform
(typically a powerful PC with a Debian Linux distribution as the O.S.) through the Qemu
software emulator giving to the developer the possibility to test the software without having
the real hardware.

Currently Task 4.4 partners are working on porting the trusted platform stack on the A1501
SBC using a TPM software emulator so that the prototype of the trusted reader can bypass
the PC and talk directly to the network. At the same time, a TPM chip from Infineon (SLB
9635 TT 1.2) has to be integrated inside the reader so that the trusted platform will be
complete. As discussed above, the final goal is to provide a ready-to-use UHF RFID reader
integrating a TPM module and running a trusted software stack.
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Furthermore, the firmware of the reader will be able to communicate with the secure tags
developed in WP 4.2/4.3 using the specialized commands for the cryptographic primitives.
This feature will require probably also some modifications to the protocols module but, since
it is based upon a FPGA, it will consist only of a new firmware revision able to generate the
bit streams for the custom commands that are not yet implemented.

3.2 Implementation Building Block Overview

In this section, we describe the technology components that are used for the implementation
of the Trusted RFID Reader architecture. The Trusted Computing component is implemented
as a simple chain of trust and it is designed following the principles described originally in [1],
and detailed in Part Il of this report.

The service components have been designed as discussed in Part Il. Section 3.2.1 outlines
the basic hardware and software setup. Section 3.2.2 describes the Trusted Computing
components that are used, and Section 3.2.3 elaborates on the OSGi framework we use.

3.2.1 Basic Hardware and Software

Within phase | of the prototype, the Trusted RFID Reader architecture is implemented on an
IBM Thinkpad T42 laptop computer. This machine incorporates an Atmel Trusted Platform
Module (TPM) that implements the Trusted Computing Platform Alliance main specification,
version 1.1b [6]. This 1.1b version is supported by the Trusted Computing components, see
Section 3.2. The TPM has dedicated so-called Platform Configuration Registers (PCRs), in
which integrity measurement information can be stored securely.

We use a Slackware 10.2 Linux distribution [7]. The Trusted Computing components are
tested and verified to work during the implementation of the standalone RFID reader. For the
Trusted RFID Reader architecture, we used a CAEN A948EU RFID reader development kit
[8], as described in the previous section. The CAEN reader is designed against EPC
specifications [9]. Since the CAEN reader is the base for our future prototype it makes sense
to do most of the implementation work on this platform. For the initial proof of concept work
the CAEN RFID reader is connected by means of a TCP connection to the IBM Thinkpad
laptop. Furthermore, we use the standard Sun Java 2 SE software development kit [10] in
order to run the OSGi framework.

3.2.2 Trusted Computing Components

To create a Chain of Trust, we use Trusted Computing components. These components and
their working are described below.

BIOS Boot Block - The BIOS contains a non-updatable portion called the BIOS boot
block. It contains executable code that is always executed first, before any other software
is executed. The measurement of the BIOS itself and subsequent measurements of
additional platform configuration data like main board configuration and the master boot
record (MBR) is done by this BIOS boot block. Upon successful verification of the
measurements against those that are known to be correct, the Chain of Trust is
continued in the boot loader.

Trusted GRUB - We use the Trusted GRUB boot loader [11]. This is a modified version
of the GRUB boot loader [12], developed by the Research Group for Applied Data
Security at University of Bochum in Germany [13]. The boot loader is used to measure its
state and verify this state, followed by measurement and verification of the kernel image
of the operating system. If the verification succeeds, the kernel is booted.
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Enforcer - Enforcer is a research project by the Department of Computer Science and
the PKI lab of Dartmouth College [14]. It enables integrity enforcement of a software
platform by enforcing a particular system state. This means that it will disallow access to
and execution of newly added or modified files in the file system since the last system
state has been defined. This state is stored in a database as a list of file paths and their
SHA-1 hashes. Enforcer interacts with the operating system via a Linux Security Module
(LSM) kernel extension [15]. It provides two basic functions: (1) Operating System
integrity checking during boot, (2) Runtime integrity checking of files.

Enforcer includes a database with file paths of files that need to be monitored. The
database also includes SHA-1 hashes of these files. The database, which is a simple tab-
separated file, is signed by a private encryption key stored in the TPM protected storage.
The generation and signing of this database is done once a reference state is reached.
This reference state is the state that is suitable for integrity measurement verification.

Enforcer also allows including entries in the database that bind files to particular
applications. If Enforcer is running, these bound files can only be accessed by the
application(s) as stated in the database.

The files listed in the database are user-defined, and represent the parts of the operating
system that Enforcer needs to protect. Every time a file is accessed, e.g. a read, write or
execute operation, a SHA-1 hash is performed on the specific file, which is compared to
the hash stored in the database. If there is a match, access is allowed. If the hash does
not match or is not present in the database, it means that the file has been changed or
newly added. Enforcer can be configured to handle this event in a few different ways. It
can log the inconsistency and allow access, disallow access, halt the system or upload
random data into the TPM registers, making the system useless because every TPM
integrity measurement will fail. This last option effectively protects any data placed in the
protected storage of the TPM.

Enforcer will only be active when the system is in a compliant state. Since Enforcer
provides fine grained control on what files are created, modified and executed, and
immediate feedback on violation is provided by means of the TPM, we know that the
system is in a compliant state if Enforcer is running. In case it is not, the system state has
been changed. If Enforcer is active we know for sure that only allowed applications are
able to run on the system. When Enforcer is active, misuse of securely stored encryption
keys is also prohibited. Encryption keys can be accessed by any application provided the
PCRs in the TPM match and a correct password is given. The password is a sequence of
only 20 bytes. When Enforcer is active, the PCRs are as they should be and we assume
the password is retrievable, since it is hard coded in the Manufacturer logic of our design.
With this password, the encryption keys can be acquired easily from the TPM. A
malicious attempt however, is still not possible, since Enforcer prevents the injection or
execution of new applications attempting to misuse these acquired keys.

3.2.3 TrouSerS

TrouSerS is an open source Linux based implementation of the Trusted Computing Group
software Stack (TSS) [16], defined in the TCG Software Stack Specification [17].

TrouSerS is implemented as an application library and a daemon. The daemon handles the
communication between applications and the TPM. A kernel driver provides the interaction
between the library and the TPM. Applications cannot directly interact with the TPM driver.
This is required since the TPM does not support concurrent sessions from a cost point of
view. TrouSerS serialize concurrent requests to the TPM to allow concurrent sessions. We
use TrouSerS to let the OSGi framework communicate with the TPM for integrity
measurements and encryption key retrieval.
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3.2.4 Knopflerfish OSGi Framework

To facilitate the OSGi implementation of our Trusted RFID Reader architecture design, we
use the open source Knopflerfish OSGi framework.

In the remainder of this Chapter, we describe this framework in more detail. The Knopflerfish
framework [18] implements the latest OSGi R4 specification [19]. It provides the user and
administration interface to deploy multiple application services in a single JVM. The choice
for Knopflerfish is made because it is well documented, has a large support base and
provides one of the more mature OSGi implementations. Its main functionality, like service
registry functionality to publish services and mechanisms to invoke service life-cycle
operations, is contained in one JAR file: . This file is automatically launched
when the Trusted RFID Reader software is started. An end-user like an Operator can install
services in the form of JAR bundles. Knopflerfish provides a command-line tool in the

bundle for this purpose, but additionally a separate bundle with a GUI-based
front-end to this tool can be installed in the framework.

Furthermore, there is a file called In this file, the Manufacturer places entries with
the service providing bundles that needed to be included at startup of the framework. A
manufacturer can specify in which life-cycle state a particular service should be at startup,
i.e. if it needs only to be installed, or if it should be running at startup. The Manufacturer can
also specify the startup sequence of services in this file, which allows for more fine grained
control.

Each service that is loaded into the framework is recognized as a bundle. It gets an unique
bundle ID allocated by the framework. However, this bundle ID for a particular bundle can be
different upon restarts of a bundle, because the framework allocates the IDs in a incremental
way. Unique identification is done based on a bundle name and a bundle version. If a
framework user tries to install bundle X with version X.Y from location PATH-A, while at the
same time a bundle X with the same version X.Y is installed from PATH-B, the framework
throws an error and the bundle in PATH-A is not installed. Installing different versions of
bundles with the same name is possible.

3.2.5 Service Deployment

Services are deployed in the OSGi framework as Java ARchive (JAR) bundles. These JAR
files are standard ZIP-format files containing the resources needed to deploy the service the
bundle is providing. These resources can be Java class files, help files, pictures, etc. A so-
called manifest file, , describes the contents of the JAR file and provides bundle
information to the OSGi framework.

The manifest file uses headers to specify information that the framework needs in order to
correctly install and activate a bundle. For example, such a header can state dependencies
on other resources, such as Java packages, that must be available to the bundle before it
can run. Two import headers in our Trusted RFID Reader architecture implementation are
the and header. The first one, the import header, specifies
which bundle(s) this bundle should import, the second header exposes the bundle
functionality for usage in the framework. This allows controlling bundle dependencies
between different bundles, since a particular bundle is not able to be deployed if an import
header statement is not fulfilled (i.e. an end-user application is not able to be deployed if its
import header requires a policy service bundle, and this policy service bundle is not in the
framework).

Once a bundle is started, its functionality is provided and services are exposed to other
bundles installed in the OSGi service platform according to manifest definition.

Another important manifest header is the ! . This header points to an activator
class, a Java class that implements two methods from the interface ! . a start
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and a stop method. In these methods, the required actions for the bundle startup and
stopping in the framework should be defined, in order to guarantee smooth bundle life-cycle
operation. The stop method automatically does some form of garbage collection to release
resources from being used upon an uninstall of a bundle. Service providing bundles in the
OSGi framework can be in one of the following states (see also Figure 3.3):

INSTALLED. The bundle has been successfully installed.

RESOLVED. All Java classes that the bundle needs are available. This state
indicates that the bundle is either ready to be started or has stopped.

STARTING. The bundle is being started, the start method in the bundles activator
class has been called, and the start method has not yet returned.

ACTIVE. The bundle has successfully started and is running.

STOPPING. The bundle is being stopped. The stop method in the bundles activator
class has been called but the stop method has not yet returned.

UNINSTALLED. The bundle has been uninstalled. It cannot move into another state.

A bundle publishes a service by registering a service object with the framework service
registry. A service object registered with the framework is exposed to other bundles installed
in the OSGi environment. Every registered service object has a unique ! "

object, and has one or more ! " objects that refer to it. These ! "
objects expose the registration properties of the service object, including the set of service
interfaces they implement. The ! " object can then be used to acquire a service

object that implements the desired service interface.

The framework permits bundles to register and unregister service objects dynamically.
Therefore, a bundle is permitted to register service objects at any time when the bundle
providing the service is in a STARTING, ACTIVE or STOPPING state.

The service object being registered may be further described by a Java # $ object,
which contains the properties of the service as a collection of key/value pairs.

Fig. 3.3: Bundle states
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3.2.6 Security

The OSGi framework provides some security features that we use in our implementation of
the Trusted RFID Reader architecture. OSGi makes use of Java 2 security permissions to
grant or deny access to certain resources. We use the ! % feature, which
allows a bundle to perform one of the two following actions:

REGISTER. A service bundle can register the service for which the permission is
specified.

GET. A service bundle can only get a service for which the permission is specified,
which means that it is unable to initiate an instance of the service, but can use the
service functionality from an already running service.

The so called % is a permission used to grant the right to manage the
framework and service life-cycle actions. It has the option to restrict this right to a subset of
bundles, called targets. The actions of the Admin Permission are fine-grained. They allow a
deployer to assign only the permissions that are necessary for a bundle.

In our implementation we extend this Java 2 based security by implementing a role-based
access control mechanism, derived from the OSGi User Admin service. We want to provide
authentication and authorization mechanisms in our architecture implementation. Bundles
can use the User Admin service to authenticate an initiator and represent this authentication
asan & ' object. Bundles that execute actions on behalf of this user can use the

& ' object to verify if that user is authorized. The User Admin service provides
authorization based on who runs the code, instead of using the Java 2 security code-based
permission model. Once the initiator is authenticated, it is necessary to verify that this
authenticated entity, the principal, is authorized to perform a requested action. This
authorization can only be decided by the Operator and requires that an access control
administration is done. The Operator uses the User Admin service to define OSGi Service
Platform users and configures them with properties, credentials, and roles. A " object
represents the initiator of a request (human end-users or otherwise).

The User Admin service provides database functionality to store role information.
There are two types of roles defined in the OSGi specification:

User. A User object can be configured with credentials, such as a password, and
properties, such as a company name.
Group. A Group object is an aggregation of user roles.

An OSGi framework can have several user entry points, each of which needs to handle
authentication of incoming requests. These entry points can use the information in the User
Admin service to authenticate the incoming requests. A bundle can determine if a request
for an action is authorized by looking for a Role object that has the name of the requested
action. The bundle may execute the action if the Role object representing the initiator (for
example the end-user that wants to access a service) implies the Role object representing
the requested action. In the next section we describe our Role based access mechanism
implementation in more detail.

3.3 Implementation of the Trusted RFID Reader archi  tecture

In this section we give a brief overview of the implementation of the Trusted RFID Reader
architecture. We mainly describe the Manufacturer Logic as specified in the design
description (Part I1l): TPM functionality, Reader Libraries, Service Registry logic, Service
Logger logic and Attestation Service logic. Furthermore, Operator Logic is in place: both user
and bundle administration logic are implemented.
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In this section, we do not include the User Logic level modules, mainly due to the fact that
the User Logic is application specific. The User Logic level will be described in more detail in
a future deliverable. At this stage our plan is to include two applications in the User Logic for
the final prototype.

The first service is a policy filtering module that enables an end-user to create policies that
can filter tags arriving from a physical RFID reader, based on tag ID or requesting service
user. The second service is a virtual store checkout application.

3.3.1 Manufacturer Logic

All services are implemented as OSGi bundles, and their inter-relationships are displayed in
Figure 3.4. The Manufacturer logic we define in this section is protected by the Enforcer
kernel module. In the Enforcer configuration files we state the different Manufacturer logic
components, which are implemented by the bundles described in the remainder of this
section. This way, the bundles are incorporated in the integrity measurements.

3.3.1.1Reader Service

The Reader Service is implemented by means of three classes, as can be seen in Figure
3.5. The " P interface provides the interface by which other authorized
services can get tag identifiers from the reader. The Java class " ! !
provides the implementation of this interface.

When a user invokes the & % /() method, this class first checks if a connection with a
RFID reader is established. If not, this connection is setup by invoking the "0
method. There is also a "0 method defined, in case an operator wants to
disconnect a RFID reader, for example for maintenance purposes. The third class in the
Reader Service bundle is ! ! , which is used to initialize the Reader Service into the
framework. This happens automatically since we define all the Manufacturer logic bundles to
be started when the framework launches in the framework configuration file . Table
3.1 gives an overview of the reader service methods defined in the interface class of this
bundle, and Table 3.2 shows the methods in the implementation of this interface.
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Fig. 3.4: Service Bundle inter-relationships

Fig. 3.5: Reader Service bundle
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Table 3.1: Reader Service bundle methods

Table 3.2: Reader Service Implementation bundle methods

3.3.1.2Hash Reqgistry Service

The Hash Registry Service bundle implements the Service Registry hashing functionality as
defined in the design (see Part II).

It provides an interface for an Operator to capture a SHA-1 hash from a given service bundle,
and store this hash, together with the bundle name, version and location properties in a file in
the local file system. This fileis* * * | & & . To protect the file from modification
by unauthorized entities, we use the protected storage mechanisms from the TPM. Initially, a
hash of the file is taken, which is signed. The resulting signature file is only accessible when
the TPM’s PCRs are unmodified, the right public encryption key is provided and the Operator
is able to give a correct password.

The Trusted Computing functionality is implemented in the Utility Service bundle. This is
done for reusability purposes, since there are more bundles that make use of the TPM in our
design. In Figure 3.6, a class diagram is provided for the Hash Registry Service bundle.

The bundle’s interface is the HashRegistryService.java class.

It defines methods for the creation of the SHA-1 hash and checking of such hashes already
stored in the file on the filesystem. This is done internally in the implementation by first taking
a hash at the moment of method invocation of & + & % , -% %

, ) and comparing it to the entry for that bundle in the file on the filesystem. The
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implementing class also checks if there is actually a hash available for the request. See
Table 3.3 for a description of the interface methods.

The Hash Registry Service bundle interface is implemented by the class
+&" $! 1% (see Table 4.4).

A Hash is represented by an instance of the + & $ % . Every time a new hash is

generated, a new instance of this object type is created. The total set of hashes in the

filesystem is represented by the + & ! class. The set of known hashes is stored in a
() object.

Every time there is an update, the TPM functionality as defined in the Utility Service bundle is
invoked.

Fig.3.6: Hash Registry Service bundle

Table 3.3: Hash Registry Service Methods



BRIDGE - Building Radio frequency IDentification solutions for the Global Environment

Table 3.4: Hash Registry Service Implementation methods
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3.3.1.3Log Service

The Service Logger from the design is implemented as the Log Service bundle. Every other
bundle in the framework invokes the Log Service. When a life-cycle state change occurs, this
is recognized and logged by the Log Service in the file * * * 1 . This file is
protected by the TPM secure storage functionality. Again we use the Utility Service bundle.

A bundle that should be deployed on the Trusted RFID Reader platform should incorporate
the log method in its Activator file. One may think that this makes it quite easy for a malicious
person to omit the Log Service. Since the Operator is assumed to verify the code of a user
before it takes a hash of this bundle upon installation, this kind of attack is not possible.
Every bundle that runs in the framework has passed the verification against the
predetermined hashin* * * | & & . This means that the running bundles are in
fact the authentic ones, which in its turn it implies that the bundle code is audited by the
Operator, and the Log Service invoking methods are included.

In Figure 3.7, the class diagram of the Log Service bundle implementation is shown. Every
time a deployment action is done by the framework, this action is logged in the file in the
filesystem.

Fig. 3.7: Log Service bundle

3.3.1.4Attestation Service

The Attestation Service bundle provides the Trusted RFID Reader end-user with access to
the TPM for retrieval of the platform integrity measurements.

The Attestation Service bundle is responsible for setting up a TCP listening socket on the
Trusted RFID Reader platform, whereby users can request attestation of the platform. It will
monitor this port for incoming connections from third party auditors. Whenever a connection
is established on this port, a new thread is started that handles the incoming request for that
particular connection.

The bundle furthermore implements (depicted in Figure: 3.8) a finite state machine. When

/"0 () invocation is done, the platform integrity information is retrieved using the
quote() method of the Utility Service bundle. The 0 () method is passed a nonce that was
sent along with the request from the user who is requesting attestation. The 0 () function
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will return a byte array that contains an encrypted blob containing the platform integrity
measurements from the TPM.

Fig 3.8: Attestation Service bundle

3.3.1.5Utility Service

The Trusted Computing software stack interface is implemented by methods defined in the
Utility Service bundle.

In Figure 3.9, the depicted methods ( % % % ) and ( %

) make use of the native functions 0 and & 0 that allow
writing to files protected by the TPM’s protected storage capabilities. There is alsoa 0 ()
method with corresponding native function quote that enables retrieval of platform integrity
measurements from the TPM.

The functions are implemented in C and accessed using the Java Native Interface (JNI).
They use TrouSerS to obtain a handle to the keys protected by the TPM.
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Fig 3.9: Utility Service Bundle

3.3.2 Operator Logic

The operator is provided with a management console that allows the operator to install new
functionality into the trusted reader by means of OSGi bundles, and manage roles for usage
within the framework. These roles are used to authenticate bundles and the users that are
deploying the bundles. Furthermore, the roles are used for authorization of the bundles in the
framework.

The Operator defines new roles that will be able to deploy bundles in the framework by
means of a management console (which is by itself a bundle deployed in the Operator logic
level). In order to do so, these bundles need first to be audited and validated by the Operator.
In the next section, the User Administration Service, we describe the function which
implements this functionality.

Once a role is added, the Operator can grant or deny access for this role to a bundle that is
currently known to the ! + & $ . When new bundles are introduced, the default
policy is to deny access to these bundles.

3.3.2.1User Administration Service

Bundles associate the privilege to access restricted resources or operations with roles. OSGi
provides an Authorization interface in order to do this. Before granting access to a restricted
resource or operation, a bundle will check if the Authorization object passed to it possesses
the required role, by calling the object hasRol€¢) method.

Authorization contexts are instantiated by calling the 1 & ' %

( ! 1 )% method in the OSGi Framework. There are no restrictions
regarding the creation of Authorization objects. Hence, a service must only accept
Authorization objects from bundles that have been authorized to use the service using Java 2

code based security permissions. In some cases it is useful to use ! to do the
code based access control. A service basing user access control on Authorization objects
passed to it, will then require that a calling bundle has the ! to get the service

in question. The OSGi environment will do the code based permission check when the
calling bundle attempts to get the service from the service registry.

The created roles are stored in an internal framework registry, together with key-value pairs
for the specific role, like usernames and passwords. The 1 with the
reserved name 2 2 represents the permission required for creating and removing Role
objects in the User Administration service. This permission is assigned to the Operator.

3.4 Preliminary Conclusions

In Part Ill we presented an early implementation for a Trusted RFID Reader for services
deployed by multiple parties, using Trusted Computing components and the OSGi
Framework. The implementation has been organised in a step-by-step approach, passing
through various prototyping phases. The first phase consisted of the implementation of a
demonstrator of the trusted reader architecture using the A948EU as it is and connecting it to
a PC equipped with a TPM (Trusted Platform Module). In the second phase, we will be
integrating the software with the new hardware board designed by CAEN.

Caen’s team has developed a new hardware board for the implementation of the Trusted
RFID Reader. The new board has a new more powerful microprocessor, the Intel Xscale
IXP465 that is well compatible with the service software requirements. Caen’s team is now
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working with TPM chip from Infineon (SLB 9635 TT 1.2) in order to integrate this chip on the
final board and provide a complete hardware platform.

Concerning the software side, one of the main difficulties concerning the implementation has
been the compatibility and reliability of the Enforcer module. First, the Enforcer software
works reliably with Linux kernel 2.6.5, which can be considered outdated. At the moment,
there are no usable alternatives in the market that provide the required functionality apart
from the outdated Enforcer component. However, research continues to be conducted in the
field. In the second part of the project, we expect to evaluate a net set of Linux kernel
patches, called Extended Verification Module (EVM), Simple Linux Integrity Module (SLIM)
and Integrity Measurement Architecture (IMA) that combined can provide similar functionality
as Enforcer does.

Furthermore, although OSGi is a Java based framework, it requires a completely different
development paradigm. The notion of bundles and the SOA approach is different from the
commonly known object oriented approach. Developers need to become familiar with the
OSGi framework and state clear requirements for dependencies on other bundles. This could
slow down deployment of new services. The risk is that an unstable application would not be
able to run on the secure reader, and may further prevent the correct operation of other
application components.
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4 Conclusions

Radio Frequency ldentification (RFID) tags and standard information architectures (e.g.
EPCglobal) represent the future of collaborative supply chains. Full benefits will only be
realised if there is trust among all the participants. In this deliverable we introduced the
concept of a Trusted RFID Reader that enables an end-user to install and control secure
applications.

We have shown that open service environments in combination with a Trusted Computing
Platform (TPM) can be applied to our design to support RFID secure services.
Implementation of these capabilities in the reader is critical for operations involving secure
RFID tags, and other processes where the cost of subversion is high and the confidence in
business partners is low.

Our design splits the management of the RFID reader architecture in three roles.

1. The manufacturer a trusted environment that enables the basic operation of the
reader, allows the installation of functions by the reader operator, and service
instantiation by the reader users.

2. The reader operator is typically the owner of the reader. In our design the reader
operator is solely responsible for the installation of new functions onto the reader.

3. Users of the Trusted RFID Reader are granted permissions by the reader operator.
These permissions allow the user to select functional components to compose into
instantiated services.

Operators can use remote attestation to confirm that the reader is operating as expected,
and that their service has not been corrupted. For example, in a secure track and trace
scenario, the reader can authenticate a secure tag with a shared secret. The operator can
verify that the security of the shared secret has not been compromised and that the RFID tag
information will only be accessible from a certified application. The Trusted RFID reader
provides a critical component for the architecture and it enables the deployment of secure
RFID services within the EPCglobal framework.

The second part of our work for the next 18M will continue the integration of our proof of
concept prototype into a commercially available RFID reader. We can then demonstrate how
secure tag protocols also developed within the BRIDGE project can be quickly and easily
supported and deliver information to multiple parties and a variety of business scenarios.
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5 Appendix 1: Original Version of a Trusted RFID Re  ader

This appendix describes the rationale and design for the original Trusted RFID Reader. The
main body of the report (in Section 2) extends this work to provide a more comprehensive
and flexible form of Reader, but the original provides a useful reference.

5.1 RFID Reader Privacy Concerns

As mentioned in Part |, RFID promises to radically change all kinds of business processes. A
drawback is that this deployment may inadvertently lead to the invasion of people’s privacy
and the release of confidential corporate data. Companies have serious concerns about the
exposure of corporate data from RFID systems.

Where RFID data can be associated with personal information, the subject’'s whereabouts,
interests and behaviour may be tracked. A seemingly innocent product ID on an RFID tag
carried by a person may be combined with other information about that person obtained from
elsewhere [20]. The previously innocent ID of for example a packet of medicine may then be
regarded as rather personal information, which the carrier may not wish to be revealed. This
is a particular problem where RFID tags carry unique identities and product information is
public, or available from (insecure) information systems. Furthermore, even without the
association of personal information, tags can be used to identify someone’s assets and
thereby indicate personal preferences.

Similarly, RFID tags may expose confidential corporate data. EPC-based information sharing
networks are a global effort to standardise the supply chain wide exchange of operational
trace data. Due to the complex nature of supply chains and different information sharing
relationships, security is a critical issue. Corporate feedback suggests that there is currently
a limited understanding of how to assess and address security threats that could affect
multiple parties. In this work, we focus on a security mechanism to provide control on how
supply chain information is collected and shared to applications beyond the reader.

5.2 RFID Security

A number of security protection technologies have been developed by the RFID research
community to address these end-user concerns and security threats. They include (notice
that this list is not exhaustive):

Kill command. This command disables an RFID tag permanently, thereby preventing
further dissemination of tag information [21].

Pseudonym scheme usage. An RFID tag is given multiple pseudonym identifiers, and
every time the tag is read, another pseudonym is chosen. Only the tag owner has a
list of all pseudonyms for a particular tag, and can identify the tag. An adversary
however, has no clue on what pseudonym to match with what tag [22].

Read passwords. An RFID tag with read password only replies to readers that
present a specific reading password for the tag. Only if the password is correct, will
the tag respond with the tag identifier [23].

Within the EU BRIDGE Security Work Package, within the tasks on “Tag Security” and “Anti-
Cloning Tag”, we are developing base technologies to create secure RFID tags that show
similar properties to what is described above. The Trusted RFID reader approach builds on
RFID tag security solutions by including additional security mechanisms on the reader and
support for the features offered by secure RFID tags.
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For some environments, security on the reader can be seen as an alternative to strong
security on the tag, reducing the cost and complexity of such deployments, and allowing
some measure of security to be added to existing uses of passive insecure RFID tags. Such
applications may have no requirements in terms of tag authentication but still need to restrict
tag reading operations.

5.3 Trusted Computing

In this section we first explain the concept of Trusted Computing. This concept is used in the
Trusted RFID Reader design and it is necessary to understand why the Trusted RFID
Reader works in a secure compliant way.

Trusted Computing is an umbrella name for a set of security technologies that helps with the
protection against software attacks, the safe keeping of user data and digital identities and it
supports more secure user and platform authentication. It is developed by the Trusted
Computing Group (TCG), a non-profit consortium consisting of several large multinational
companies from the hardware and software industry, including HP, IBM, Intel, Microsoft and
Sun.

The Trusted Computing concept is based on the notion of trust and the philosophy that
trusted platforms can prove that they are trustworthy. A Trusted Computing platform is able
to guarantee that it is in a well known and healthy state and can irrefutably identify its user.
When this information of the system is available it can be considered trustworthy enough to
let it carry out specific functions or connect to it through a network and engage in
transactions. A Trusted Computing platform is defined by the TCG as a platform that is
equipped with a Trusted Platform Module (TPM) [24]. This TPM is a dedicated low cost
hardware component that creates a so called Root of Trust. This is the foundation on which a
trustworthy system can be built. The TPM implements a number of security functions that are
explicitly required to be reliable and trustworthy to let an external party trust the platform. All
other needed functionality is provided by complementary software solutions. The TPM is
designed to be tamper resistant but currently cannot protect against hardware based attacks.
In the near future this is likely to change, since development is still going on.

A TPM’s capabilities can be divided into four categories:

Integrity measurement: the process of measuring those parts of a system which are
crucial for the trustworthiness of the system. If these measurements are accurate, an
informed decision can be made about the state that a particular system resides in and
whether the system can be trusted or not. A TPM has a number of registers for the
storage of these measurements. These registers are used to store SHA-1 hashes of
the hardware and software environment.

Cryptographic key services: The TPM supports cryptographic key services like
hardware performed asymmetric key generation, encryption and decryption, pseudo
random number generation and digital signing of data.

Protected storage: Protected storage provides an encryption service that not only
depends on an encryption key but also on the software state of the platform. This
means that data encrypted with a particular key can only be decrypted if the correct
key is provided and if the current software state of the platform matches the compliant
software state at time of encryption. This process of binding encrypted data to state
measurements is called sealing.
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Endorsement services: in a communication session between a sender and a receiver,
a receiving party can unquestionably verify the sender. A TPM can create identity
keys to identify a platform or a platform user, which can be used to encrypt or sign
data on behalf of the platform or platform user.

The integrity measurement together with the endorsement service supports another powerful
concept: remote attestation. This concept provides reliable reporting of the integrity
measurements to local or remote entities and allows them to verify the state of a platform,
locally or remotely. An identity key signs the integrity measurements that are sent. The
identity key can prove beyond any doubt that a particular platform is in a particular state
because the identity key is linked to the endorsement key.

Every TPM is shipped with a permanent and unique endorsement key that identifies that
TPM uniquely. Only a trusted third party can link the identity key to the endorsement key so
anonymity can be retained as many different identity keys can be created for a single TPM.
Once the integrity measurements are obtained, they can be compared to the measurements
of the compliant platform state. Based on this comparison the decision can be made whether
or not to interact with the trusted platform.

This is used in the Trusted RFID Reader design to verify the state of the reader and any
services that have been instantiated. For the first version of the reader that offered a single
fixed privacy filter & audit service, this capability was used to verify if the policy mechanism
(not the policy itself) was working as intended.

5.3.1 Chain of Trust

To achieve reliable integrity measurement as presented above, a so-called Chain of Trust is
deployed. This chain is composed of different layers of hardware and software components.
When the platform is booted, the software components that comprise the chain of trust will
start loading one by one, starting from the lowest layer upwards, until the whole system is
loaded.

Fig. 5.1: Chain of Trust Concept

Each time a component is executed, it will measure the integrity of the layer below and
compare it with a compliant state. This compliant, trusted state is securely stored in the TPM.
Only when the compliant state is matched, the execution is handed over to a higher layer.
The Root of Trust starts within the TPM itself, which is assumed to have a compliant integrity
by design.

The resulting measurements in each layer are represented as hashes, and are stored inside
dedicated Platform Configuration Registers (PCRs) located in the TPM. The fact that the
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execution of the higher layer takes place after the verification process of that same layer
should make it impossible for a higher layer to intervene with this verification process and
forge the results. It is crucial that every component in the chain of trust performs the
verification step without error. If it fails, the trustworthiness of the platform is doubtful. For a
graphical representation see Figure 5.1.

5.3.2 Remote attestation

Remote attestation allows us to verify remotely the integrity of a specific platform. As these
obtained results can be verified to originate from the correct TPM and the results themselves
cannot be forged, they provide enough information about a platform to be able to make a
decision about whether or not the platform is trustworthy enough to perform some service or
transaction. A graphical representation of the remote attestation process is described in Fig.
5.2.

Fig. 5.2: Remote Attestation Process

5.4 Fixed Privacy Service Trusted RFID Reader Desig n

The first idea of a trusted RFID reader has been presented in [1]. It consists of a reader that
has a user-definable privacy policy. This policy instructs the reader which tags can be read
by an application and which tags remain private.

However, just the presence of readers with such a policy mechanism is not enough to
guarantee that privacy is better safeguarded. There is need for a separate entity that is able
to verify that all readers are in fact performing according to a predefined compliant, trusted
state. A consumer organization could perform this kind of audit as a service to companies
and their end users. There is an incentive for a business to engage in such a scheme as it
directly increases the customer confidence that their privacy is not violated and thereby adds
value to the business.

The Trusted RFID Reader is equipped with a policy component that defines which RFID tags
are allowed to be read by an application. The policy defines which RFID tags are considered
to be private and should not be processed further. The reader keeps records of the policies
that have been enforced on the reader in a log file. The records in this file can be remotely
audited and the integrity of the log files can be verified. The log files are protected by the
protected storage facilities, and if anyone tampers the log files, this is immediately
discovered.
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A remote attestation client allows remote verification of the trusted reader platform integrity,
and an audit application facilitates the retrieval and verification of the policy audit log. The
current design is divided into three modules:

Reader Core. The reader core is the central module of the reader and is positioned
at the operating system level. It is responsible for interfacing with a Trusted Platform
Module (TPM) and the RFID radio interface. Its main responsibility is to make sure
that the platform integrity is up to date and the monitoring of the launched
applications, in this case the policy engine and the consumer agent.

Policy Engine. The policy engine is the module that allows the reader to operate in a
privacy friendly manner. The policy engine has a defined policy which tells the reader
which tags are allowed to be read and which are not, based on tag-identifier filtering.
The policy in the policy engine can be updated at run-time. Every time an RFID tag is
read, it is matched against the active policy, and only passed to an RFID application if
a positive match occurred.

Consumer Agent. The consumer agent is a logging component that allows third
parties to actively monitor privacy policies. It interacts with both the policy engine and
the reader core. It records the reading operations that have occurred and the policies
that have been enabled. The consumer agent is also responsible for reporting the
integrity of the system and can halt the system if it is compromised.

Fig.5.3: Standalone Trusted RFID Reader

This early fixed service implementation of the Trusted Reader concept was used to
demonstrate the value of the Trusted Reader, and to select and test the underlying layers of
hardware and software that support both enforcement and attestation of the Trusted Reader
platform. Having proved the concept value and implementation feasibility, we moved on
towards our final goal — to provide a secure multi-service platform with clear separation
between the reader manufacturer, operator and users who implement services.
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6 Appendix 2: Selection of a Service Management
Framework

To allow different services from multiple parties deployed in a secure way, we have a look at
the concepts of a Service Oriented Architecture (SOA) and open service platforms. This
concept supports independent, dynamic nature applications, and meets the open services
framework requirements of our Trusted RFID Reader architecture. We will first discuss this
concept in more detail and explain how it can be used to facilitate the requirements of the
architecture. We then present some common platforms and frameworks that are used to
implement SOAs.

6.1 Service Oriented Architectures

Over the last couple of years, the SOA concept has become very popular to support the
requirements of business processes and software users. SOA is a style of information
systems architecture that enables the creation of applications that are built by combining
loosely coupled and interoperable services [25]. These services interoperate based on a
formal definition, a service contract, which is independent of the underlying platform and
programming language. The service contract, that provides a service interface definition,
hides the implementation of the language-specific service.

Jammes and Smit [25] define SOA in the following way: “A Service Oriented Architecture is a
set of architectural tenets for building autonomous yet interoperable systems.”

The first part defines the keyword autonomous, which means:
Objects are created independently of each other
Objects operate independent of their environment
Objects provide self-contained functionality

Fig. 6.4: Service Oriented Architecture Model

The second keyword in the definition, interoperability, means that a service separates its
service interface from the implementation of the service.

A SOA defines an interaction between entities as an exchange of messages between service
users and service providers. The service user requests the execution of a particular service,
while the service provider can provide this service. To make service users aware of the
existence of a service, the service provider publishes a description (the service contract) of
the service in the service registry. The service contract contains deployment information of
the service. It specifies a well-defined interface for service usage.
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A service user is then able to find the service by means of the service registry and can bind
to the service in order to use it. This enables the loose-coupling. We can summarize the SOA
properties as follows (see Fig.6.4 for a graphical representation):

Services are designed following an outside-in appro ach. The interface of the
service is defined by focusing on how the service may fit in a larger business process
context instead of on the details of its implementation.

Communicating entities are loosely-coupled. A service’s functionality is exposed
at its boundary (or interface). This is done by means of service contracts together
with predefined schemas that describe the documents exchanged in a standard
format. This makes it possible to change the implementation without the users being
affected.

Communication is asynchronous of nature. When an object invokes an action on
a service, the object continues its operation. A result may or may not come back from
the service, but the object does not block waiting for a reply.

Service flexibility through runtime policy. A service can have requirements,
properties or capabilities in addition to its interface, expressed through policies, which
can be negotiated at runtime. This can be used for security support and performance
requirements.

For our architecture we will try to identify a SOA service deployment platform that meets the
requirements stated in Part 1 of this report. A couple of points should be kept in mind:

1. Resource Friendly Architecture. Because of the possible future convergence to
embedded RFID reader hardware with integrated TCG capabilities, we want a SOA-
Service platform that is readily compatible with the normal computing architectures
used in RFID Readers.

2. Java Integration. The SOA platform should be integrated with existing Java-code from
a simple implementation of the standalone reader, so a Java based or compatible
development environment is preferable.

3. Compatibility with TCG framework. The SOA platform should also be able to extend
the working of the existing TCG components.

6.2 Software Frameworks

To design the Trusted RFID Reader architecture following a service-oriented approach, we
can create everything from scratch. However, there are several existing SOA frameworks
available and many of them can be used free of charge. To see if one of these frameworks
will meet the requirements for the architecture, we will look more in depth to the features,
advantages and disadvantages of some popular, widely-used SOA frameworks and
technologies used to create SOAs. It should be noted that in practice there is some overlap
between the frameworks presented. In some cases they can be used in a complementary
way. In several cases it is even possible to integrate multiple presented frameworks.

6.2.1 Common Object Request Broker Architecture

The Common Object Request Broker Architecture (CORBA) from the Object Management
Group [26] has been around for many years and provides many of the SOA benefits, but
using our definition, CORBA is not a true SOA implementation. It can provide an architecture
for service binding with its Object Request Brokerage (ORB), but a developer has to
incorporate a service registry, since it is not included by default.



BRIDGE - Building Radio frequency IDentification solutions for the Global Environment

Although CORBA has a platform independent service contract defined through a so called
Interface Definition Language (IDL) and implementations that support a variety of languages
and platforms, it requires a particular communication protocol called Internet Inter-ORB
Protocol (IIOP) and the definition of a standardized format to handle dependencies.
Moreover, there is the requirement to compile the IDL to generate stubs and skeletons.

This means that resultant applications are tightly coupled instead of loosely, so CORBA is in
fact less suited for quick SOA implementation. We therefore do not consider CORBA as a
potential framework for our architecture, and will not discuss it in more detail.

6.2.2 Web Services

So-called Web Services can be used to implement a SOA. The Web Services technology
has more possible usages to implement different kinds of architectures, like ones based on
Remote Procedure Call (RPC) [27] and Representational State Transfer (REST) [?7].

Since our focus is on SOAs, we will restrict our analysis of Web Services to the area of SOA.
For this purpose, three core Web Services standards are important:

Web Services Description Language (WSDL): an XML-based language used to
describe the attributes, interfaces and other properties of a Web Service.

Universal Description Discovery and Integration (UDDI): an XML-based standard to
publish service listings, discover services and define how the services or software
applications interact over a network .

Simple Object Access Protocol (SOAP): an XML-based protocol for specifying
envelope information, contents and processing information for a message.

These standards provide a common approach for defining, publishing, and using Web
Services. Although a Web service can support any communication protocol, and may offer its
clients a choice, the most common is SOAP over either HTTP or HTTPS.

Different Web Services development and deployment frameworks exist. Commonly known
ones are AXIS, Sun Java EE, Web Services Invocation Framework and Open Services GRID
Infrastructure. AXIS is an open source SOAP engine framework for constructing SOAP
processors such as clients and servers that enable Web Services deployment. Also open
source is the Glassfish Java EE 5 framework that allows for Java Enterprise Edition (Java
EE) Web Services deployment. The Web Services Invocation Framework (WSIF) is a simple
Java API for invoking Web services, no matter how or where the services are provided. It
allows interacting with abstract representations of Web services through their WSDL
descriptions instead of working directly with SOAP APIs, which is the usual Web Services
programming model. With WSIF, developers can work with the same programming model
regardless of how the Web service is implemented and accessed. Open Grid Services
Infrastructure (OGSI) represents an evolution towards a Grid system architecture based on
Web services concepts and technologies. This framework originates from outside the Grid
community.

Regarding Web Services security and service deployment, we can say the following:

Security. Web Services architecture allows service composition, which may engage
many different service providers distributed across different platforms and enterprises. In
such an open environment, distinguishing legitimate service requests from illegitimate
ones becomes a challenge. Web Services therefore provide WS-Security, a specification
intended to provide a flexible set of mechanisms that can be used to construct a range of
security protocols. It however does not prescribe a particular security protocol.
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Service Deployment. Web Services publish details of their functions and interfaces in a
Service Registry, but they keep their implementation details private. A client and a
service that support common communication protocols can interact regardless of the
platforms on which they run, or the programming languages in which they are written.
This makes Web Services particularly applicable to a distributed heterogeneous
environment.

6.2.3 Open Service Gateway initiative

The Open Service Gateway initiative (OSGi) framework [28] provides a standard service
component oriented environment based on Java to deploy distributed services in a SOA
fashion. It is supported by a wide range of industry leaders like IBM, Intel, Nokia and Oracle.
It handles the life-cycle management of service components by providing the following
functions:

A packaging format for services. OSGi provides so-called bundles. A bundle in OSGi
contains the resources necessary to provide some service functionality, such as Java
classes and images. This functionality is packaged in a standard Java ARchive (JAR) file,
a format which is fully compatible with the ubiquitous ZIP file format.

Installation of a bundle. The bundle must be prepared, as do the diverse components
already installed in the OSGi framework, to make the bundle ready to be executed.

Starting/stopping a bundle. Installed bundles can be started and stopped in an OSGi
framework. Starting a bundle makes certain resources available, stopping a bundle
cleans up. In an OSGi Service Platform, all applications are started in the same Java
Virtual Machine (JVM), thereby saving computational resources.

Updating of a bundle. The OSGi framework first stops existing applications, after which
their resources are cleaned up. Code is unloaded and replaced with updated code. After
the code is updated, the bundle is restarted. This all happens without restarting the JVM.

Un-installation of a bundle. At the end of a bundle’s life, the code and its resources are
removed from the system. Today, when a device leaves the factory the functions and
features of that device are defined and fixed. Having the capability to manage the code
afterwards, allows different parties to customize the device to their needs. This saves
cost and enables new types of applications as well as enhancing the relations with the
end-user.

The OSGi framework is specifically designed for devices that can operate unattended or
under control of a platform operator.

Security. Executing code in the OSGi framework can only be allowed if it is properly
protected. OSGi offers a security model comprising the following levels of defence:

1. The first level is the JVM with its security mechanisms. The JVM is designed to
restrict the capabilities of a Java application during run time. Dangerous
constructs, like pointer manipulations and unchecked access to arrays, are
removed from the programmers’ vocabulary. This choice makes it impossible to
use, for example, buffer overruns to attack the environment.

2. The second level consists of the safety features of the Java language. Java
access modifiers declare the allowed callers of the code. This access control
mechanism allows multiple Java applications to reside in the same JVM and
cooperate while at the same time providing a protection shield for code that
should be kept contained.



BRIDGE - Building Radio frequency IDentification solutions for the Global Environment

3. The third (optional) level is Java 2 code based security. Each bundle can be
limited in its capabilities by giving it permissions for only those resources that it
should have access to.

4. The final level of defence is the OSGi framework that strictly separates bundles
from each other. Bundles need appropriate permissions to interact with other
bundles on the OSGi Service Platform. Delegating the management policy to the
platform operator allows the OSGi Service Platform to be used in many security
scenarios, as well as scenarios where security of the system is handled outside
the OSGi Service Platform.

Service Deployment. The OSGi Service framework allows bundles to contribute code as
well as services. Contributing code is important because it allows libraries with shared
functionality to be downloaded.

In a closed container model like the standard JVM, each application must carry all its
code, even if it is already present elsewhere in the device environment. With the
download of libraries, applications can share common code, making applications smaller.
OSGi also provides a lightweight publish, find, and bind service model for services inside
the JVM with an OSGi service registry. This supports loosely coupled application designs
using SOA.

In the OSGi specifications, the word service has a very precise meaning, indicating a
mechanism that allows one bundle to provide functionality to other bundles. An OSGi
service is an object from one bundle that is made available to other bundles. The
implementations of the service objects can be provided by different vendors, one vendor
can offer different optimizations, or adapted to different devices. The OSGi service model
allows complicated applications to be split up into small services that are composed into
a constellation for a specific task.

Installing a new bundle, registering a new service, or updating an existing bundle does
not require a restart of the JVM. The affected components are informed of the new state
and adapt accordingly. OSGi provides hot update technology enabling continuous
running of devices, even when software is configured, updated, or augmented. OSGi
provides many mechanisms but does not dictate how those mechanisms must be used. It
allows considerable freedom for deployers to define their own policies.

6.2.4 Jini

Jini [29] is a distributed system based on the idea of federating groups of users and the
resources required by those users. The focus of the system is to make the network a more
dynamic entity that better reflects the dynamic nature of the workgroup by enabling the ability
to add and delete services flexibly.

The Jini system extends the Java application environment from a single virtual machine to a
network of machines. The environment has built-in security that allows the confidence to run
code downloaded from another machine. Jini federates computers and computing devices
into what appears to the user as a single system. It relies on the existence of a network of
reasonable speed connecting those computers and devices.

The most important concept within Jini is the service. Within Jini, a service is defined as an
entity that can be used by a person, a program, or another service. A service may be a
computation, storage, a communication channel to another user, a software filter, a hardware
device, or another user.

Security. Jini incorporates security based on the standard Java 2 security features. The
design of the security model for Jini technology is built on the notions of a principal and
an access control list. Jini services are accessed on behalf of some entity, the principal,
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which generally traces back to a particular user of the system. Services themselves may
request access to other services based on the identity of the object that implements the
service. Whether access to a service is allowed depends on the contents of an access
control list that is associated with the object.

Service Deployment. Members of a Jini system federate in order to share access to
services. A Jini system should not be thought of as sets of clients and servers, or users
and programs, or even programs and files. Instead, a Jini system consists of services
that can be aggregated together for the performance of a particular task. Services may
use other services, and a client of one service may itself be a service with clients of its
own. The dynamic nature of a Jini system enables services to be added or withdrawn
from a federation at any time according to demand, need, or the changing requirements
of the workgroup using it. This dynamic nature is still limited: the service life-cycle is not
that dynamic, since it is not possible to update a service on the fly without restarting all
dependent services.

Jini systems provide mechanisms for service construction, lookup, communication, and
use in a distributed system. Services are found and resolved by a lookup service. Jini
Services communicate with each other by using a service protocol, which is a set of
interfaces written in the Java programming language. The base Jini system defines a
small number of such protocols that define critical service interactions.

When a service joins a network of Jini technology-enabled services, it advertises itself by
publishing a Java object that implements the service interface. This object’s
implementation can work in any way the service chooses. The client finds services by
looking for an object that supports the interface. When it gets the service’'s published
object, it will download any code it needs in order to talk to the service, thereby learning
how to talk to the particular service implementation via its interface.

6.3 Framework Selection

In Part 1, we stated that an Open Services Framework for the Trusted RFID Reader
architecture requires service life-cycle management, security mechanisms, service contract
provisioning and should be resource-friendly.

In the next subsections, we evaluate these criteria for Web Services, OSGi and Jini in the
context of the Trusted RFID Reader architecture. In Table 6.1, the results of this evaluation
can be found. A ‘+’ symbol denotes a good fit, a ‘— symbol denotes a moderate fitand a * ’
symbol a bad fit between the evaluated property and framework.

Table 6.1: Framework Comparison

For our Trusted RFID Reader architecture, we choose to use the OSGi framework, because
it performs best on the criteria we have described in Part 1. To use the OSGi framework, the
programmer needs to think of the different life-cycle steps and the appropriate bundle
behaviour in these steps. However, the advantages mentioned in the remainder of this



BRIDGE - Building Radio frequency IDentification solutions for the Global Environment

Section outweigh this additional effort, and once one is familiar with the framework, it is
efficient to use.

Service Life-cycle Management. Web Services, OSGi and Jini all provide standard
mechanisms to handle service deployment by means of a service life-cycle. This is no
surprise since they are all SOA-based approaches. OSGi in particular handles service
dependencies very well, and allows out-of-the-box hot-plugging of services. Web Services
and Jini are less suitable regarding this real-time life-cycle management.

Contract Definition. All the three SOA-based solutions provide for Service Contracts. Jini
does this by means of a custom interface definition, while Webs Services use XML and OSGi
a predefined format based on JAR-files. This makes Web Services and OSGi preferred
above Jini.

Security Web Services provide the WS Security specification, but do not prescribe a
particular protocol for implementation. Therefore, it is less suited for the Trusted RFID
Reader architecture. OSGi and Jini provide built in security mechanisms based on Java 2
Security, and allow easy incorporation of access control mechanisms in implementations.
Therefore, OSGi and Jini are preferred from a security point of view.

Resource Friendliness. Web Services and Jini bind and discover services on the network
level, while OSGi is doing this binding and discovering inside a single JVM. Consequently,
Web Services and Jini bring more overhead than OSGi. OSGi is even more suitable because
of the easy reuse and sharing of source code. Since most applications are directly installed
onto the reader, OSGi is the preferred solution due to Resource Friendliness.

6.4 OSGi in more detail

OSGi provides a computing environment for service components, called bundles, which
execute together in a single JVM. The following sections describe the different layers that are
necessary to provide this environment.

6.4.1.1Modularization

The main contents of the bundle are Java class files. Class files are the executable part of a
bundle. In Java, classes are grouped in a package. Packages have unique names like, for
example, java.lang. OSGi deals with how to treat classes in a bundle with respect to other
bundles. Sharing these classes allow bundles to contain libraries for other bundles, a key
advantage with respect to memory footprint. However, sharing classes means that multiple
bundles can provide the same class, potentially causing version incompatibility between the
same classes of different bundles. A related problem is the dependency on other bundles. It
is also possible that different sets of bundles use the same class but require different
versions of that class. In OSGi, every bundle can export and import packages.

Exporting means that packages are made available to other bundles. Importing means that
packages need to be available (exported) from other bundles. If multiple bundles are
exporting the same package (with maybe a different version), the framework selects an
appropriate version for each bundle that imports that package.

A package is always exported with a unique version. The importer can specify a range of
versions that it can accept. The framework tries to minimize the number of exports but it
supports multiple class spaces where multiple versions of the same class can be in use at
the same time. To prevent clashes, the framework verifies that a bundle cannot inadvertently
get class cast exceptions. If a bundle exports a Java package and is subsequently
uninstalled, then the framework ensures that importers are restarted so that they can bind to
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a new package exporter. This whole process is transparent to the bundles because it
happens when they are stopped. Managing Java class loading in a JVM for multiple
independent bundles is a non-trivial task. Compliance between different vendors in this
complex area is achieved by specifying in detail what the framework must do in all cases.

6.4.1.2Life-Cycle Management

Installing and uninstalling a bundle in a remote JVM provides the basis for networked
services. Installing a bundle has two important aspects:

The file format of a bundle. A bundle is stored in a Java ARchive, also called a JAR.
Every JAR contains a so called Manifest. A JAR Manifest stores information about
the contents of the JAR in headers. Some headers are pre-defined by the JAR
Manifest specification but the total set of headers is extendable.

Access to the install function of the bundle. This is done with an API that is available
to every bundle. This may seem odd because it implies that only a bundle can install
another bundle. This raises a problem of self-reference: how is the first bundle in the
framework installed? This bootstrap problem is solved with the Initial Provisioning
specification or by using command line parameters when starting an OSGi
Framework implementation.

6.4.1.3Service Registry

Active bundles can use all standard Java mechanisms to implement their functionality, just
like any other Java environment. However, an additional feature compared to other Java
environments is the dynamic nature aspect. A bundle can suddenly become active, providing
a function that could be useful for other parts in the system. The system is not only built up,
but it must also be possible to remove parts of it without disrupting the overall environment.
OSGi dynamically links different bundles together while tracking their state and
dependencies.

This is done by means of a Service Registry. Bundles can:

Register objects with the Service Registry
Search the Service Registry for matching objects
Receive notifications when services become registered or unregistered

Objects registered with the Service Registry are called services. Services are always
registered with an interface name and a set of properties. The interface name represents the
intended usage of the service. The properties describe the service to its audience. The
Service Registry is an in-memory registry. Registrations are dynamic and are dependent on
the execution state of the bundles. The OSGi framework automatically unregisters all
services from a stopped bundle, notifying all its dependents. The Service Registry is
designed to have very low cost per registered service. Discovering services is done with
notifications, or by actively searching for services with specific properties. A filter language is
used to select exactly the services that are needed.

The Service Registry enables the OSGi framework to support applications built using the
SOA paradigm. It allows application programmers to develop small and loosely coupled
components, which can adapt to the changing environment in real-time. The platform
operator uses these small components to compose larger systems. The Service Registry is
the glue that binds these components seamlessly together.

6.4.1.4Security

One of the goals of the OSGi framework is to run applications from a variety of sources
under strict control of a management system. OSGi uses the following mechanisms:
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Java 2 Code Security. Provision of permissions that protect resources from specific
actions. For example, files can be protected with File Permission classes. Permission
classes take the name of the resource and a number of actions as parameters. A
bundle has a set of permissions. This set of permissions can be changed on the fly.
New permissions are immediately effective once set. However, this permission
assignment can also be done prior to, or just in time during the install phase.
Permissions are roughly used as follows: When a class wants to protect a resource, it
asks the Java Security Manager to check if there is permission to perform an action
on that resource. The Security Manager then ensures that all callers on the stack
have the required permissions. Checking the callers on the stack protects the
resource from attackers.

Minimized bundle content exposure. OSGi adds an extra level of module privacy by
making packages only visible within the bundle. These packages are freely
accessible by other classes inside the bundle, but they are not visible to other
bundles.

Managed communication links between bundles. The sharing of packages between
bundles is a possible attack route for malicious bundles. The OSGi specifications
therefore contain Package Permissions to limit exports and imports to trusted
bundles. Package Permission is a fine-grained permission that allows importing or
exporting for a specific package, or for all packages. Another security mechanism is
Service Permission. This permission gives bundles the possibility to register, or get a
service, from the Service Registry.

The Trusted RFID Reader architecture can use the security mechanisms in the OSGi
framework to control the secure operation of the reader. In the next section, we will describe
a design for the Trusted RFID Reader architecture that supports this.
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